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1 Software verification

Formal verification of hardware and software systems has gained popularity in industry
since the advent of the famous “Pentium bug” in 1994, which caused Intel to recall
faulty chips and take a loss of $475 million [1]. Since this event, formal verification of
hardware systems has been commonplace using mostly model checkers but also using
theorem provers [2], [3]. The benefits reaped in the hardware sector has led the software
sector to consider whether similar benefits could be achieved in the context of program
correctness. Proofs of correctness about computer programs have been around since
the early days of computer science, but academic developments were routinely ignored
by industry citing advances in research as “impractical” [4]. While there are drastic
differences between the properties of software and the properties of hardware, namely
the strict structure of hardware, the inherently finite state of hardware, and the restricted
size of hardware [5]. While there are doubts about whether the anecdotal success of
formal verification of industrial hardware can be replicated in the software sector, some
progress has been made though numerous challenges still remain [2].

Before embarking on the description of theorem proving and model checking ap-
proaches in the context of verifying program correctness, the correctness problem of
software is formally defined. Verifying the correctness of a program involves formulat-
ing a property to be verified using a suitable logic such as first order logic or temporal
logic [6]. Sample properties typically take the form of a predicate over variable values.
For example, a property stipulating that a variable x be positive and that a variable y be
strictly smaller than x can be formulated in the following way:

x > 0 ∧ y < x

When assessing the correctness of the program, two distinct approaches using prop-
erties are used - pre/post condition and invariant assertion. Pre/post condition ap-
proaches formulate the correctness problem as the relationship between a formula that
is assumed to hold at the beginning of program execution, denoted φPRE , and a for-
mula that should hold at the end of program execution, denoted φPOST . Assessing the
correctness of the program involves determining whether the semantics of the program
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establishes φPOST given φPRE . Given the undecidability of the halting problem, par-
tial correctness is often used, by assuming termination. Approaches based an invariant
assertion define correctness of a program as an invariant formula, φINV , which must
be verified to hold throughout the program execution. Invariants can be specified by the
user, denoted a specification, or can be automatically inferred from the program code.
For example, specifications that can be inferred automatically from program code are
runtime errors, that is, errors that are undesirable by definition. These types of errors
include out of bound array accesses and null pointer accesses. A proof of correctness
about bounded array access would infer the upper bounds and lower bounds of all vari-
ables used as array indices and would verify that the bounds do not go outside the def-
inition of the array. Proofs of correctness are typically achieved through the derivation
of a theorem. However, software verification can also be achieved without mathemat-
ical proofs. A popular approach to formal verification in the hardware industry, called
model checking, is increasingly being used to verify software.

1.1 Software verification through model checking

The model checking problem involves the construction of an abstract model M, in the
form of variations on finite state automata, and the construction of specification formu-
las φ, in the form of variations on temporal logic [6]. The model checking verification
problem involves establishing that the model semantically entails the specification:

M � φ

This approach has been pioneered by Clarke et al. in a seminal paper published in
1983 [7]. 15 years later, Clarke published and indispensable book on the topic sum-
marizing advances and challenges since the early 1980s [8]. The verification algorithm
used in model checking involves exploring the set of reachable states of the model to
ensure that the formula φ holds. If φ is an invariant assertion, the model checking ap-
proach explores the entire state space to ensure that the formula holds in all states. In
order to guarantee termination, such an approach requires that the set of reachable states
be finite. For software programs that involve floating point arithmetic, model checking
can still be used because floating point units use fixed decimal arithmetic. However,
performing software verification by model checking involves translating the program
code into finite state automata [9]. The model can be used before the program code is
written, to verify properties of the model before committing to implementation. The
model can also be automatically extracted from program code using annotations in the
code. For example, an annotated subset of the C language can be verified using the
SPIN model checker [10]. Verification of software by model checking is well-suited
for “control-intensive” applications where the majority of the software code is written
in the form of control structures (e.g., if statements) operating on simple datatypes
(e.g., int variables). Such applications include communication protocols and embed-
ded controllers [6]. Furthermore, verification by model checking has gained popularity
in industry because the verification procedure can be fully automated [7] and counterex-
amples are automatically generated if the property being verified does not hold.
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When programs contain complex datatypes such as trees, lists, and recursive def-
initions, analysis by model checking is difficult to achieve [2]. Reasoning about com-
plex structures and recursive constructs typically involves reasoning through mathemat-
ical induction, a proof approach which cannot be automated [11]. Furthermore, model
checkers rely on exhaustive state space enumeration to establish whether a property
holds or doesn’t hold. This approach to verification puts immediate limits on the state
space of problems that can be explored by model checkers. This common problem,
known as the state explosion problem, is an often cited drawback of verification by
model checking [12]. While there have been numerous advances in addressing the state
space explosion problem, as cited in [12], the need to perform a search of the state space
remains an inherent limitation of verification by model checking.

Nevertheless, the automation of the analysis and the automatic counterexample gen-
eration ensures that model checking will remain a popular approach to verification in
industry. For example, Microsoft uses a model checking approach to verify that device
drivers written in C conform to their API specification. The approach is implemented in
the SLAM tool suite [13] and uses a model checker to verify behavior. Device drivers
provide an instance of a software program that is well-suited for model checking be-
cause device driver code is relatively small, does not contain complex data structures,
and has well-defined API requirements. A related approach to verify device drivers
written in C is the BLAST software project [14].

The application of model checkers to software verification has been applied primar-
ily to the C language because C lacks complex datatypes as found in object oriented
programming, such as inherited types and polymorphic types. To reason about program
correctness in the presence of complex types, an approach based on theorem proving is
necessary [2].

1.2 Software verification through theorem proving

The calculi used in theorem proving approaches to software verification are variations
on themes from two seminal papers. The first one by C.A.R. Hoare describes a calcu-
lus to reason about program correctness in terms of pre and post conditions [15]. E.
G. Dijkstra extended Hoare’s ideas in the concept of “predicate transformers” which,
instead of starting with a pre condition and post condition, starts with a post condition
and uses the program code to determine the pre condition that needs to hold to establish
the post condition [16]. Hoare’s approach to proving correctness introduced the concept
of a “Hoare triple”, which is a formula in the following form:

{φPRE}P{φPOST }

This formula can be read as “if property φPRE holds before program P starts,
φPOST holds after the execution of P . The program P can refer to an entire program
or to a single function call, depending on the unit that is being verified. In Hoare’s
calculus, axioms and rules of inference are used to derive φPOST based on φPRE and
P . The syntax of P described by Hoare corresponds to a simple imperative language
with the usual constructs (assignment, conditional branching, looping, and sequential
statements). A sample inference rule is shown below for an if statement:
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{φ1 ∧B}C1{φ2} {φ1 ∧ ¬B}C2{φ2}
{φ}if B then C1 else C2{φ2}

Theorem provers used to prove program properties are based on variations of Hoare
logic. However, the language of theorem provers is typically a dialect of LISP, based on
the seminal paper by McCarthy [17]. A key difference between the theorem approach
to software verification and the model checking approach to software verification is
that theorem provers do not need to exhaustively visit the program’s state space to ver-
ify properties [8]. Consequently, a theorem prover approach can reason about infinite
state spaces and state spaces involving complex datatypes and recursion. This can be
achieved because a theorem prover reasons about constraints on states, not instances of
states. Theorem provers search for proofs in the syntactic domain, which is typically
much smaller than the semantic domain searched by model checkers. Consequently,
theorem provers are well-suited for reasoning about “data-intensive” systems with com-
plex data structures but simple information flow. Although theorem provers support
fully automated analysis in restricted cases only [18], a mature theorem proving system
can provide an acceptable level of automation [19]. Reasoning about inductive struc-
tures of arbitrary size (e.g., trees, lists, or stacks) can be achieved through mathematical
induction but cannot be automated [11]. Nevertheless, this tradeoff is acceptable in cer-
tain instances since this type of analysis cannot be performed by model checkers, but
is still vital to the verification effort. In certain instances, lack of automation can be
tolerated for increased capabilities.

While theorem provers have distinct advantages over model checkers, namely in the
superior size of the systems they can be applied to and their ability to reason inductively,
deductive systems also have their drawbacks. The proof system of a theorem prover for
a system of practical size can be extremely large [2]. Furthermore, the generated proofs
can be large and difficult to understand. Industrial reports of verification using theorem
provers have described situations where a theorem prover proof required 25 megabytes
of memory to print [3]. An often cited drawback of theorem provers is that they require
a great deal of user expertise and effort [20]. This requirement presents perhaps the
greatest barrier to widespread adoption and usage of theorem provers. This point is
treated in more details in the following sections.

ESC/Java, is an example of a widely available system for program correctness based
on theorem proving [21]. ESC/Java hides most of the details of theorem proving interac-
tions from the user and issues “warnings” to the user when a property cannot be inferred
to hold. However, these warnings are provided in a fashion similar to a compiler. The
user can discard the warnings by annotating the Java source code with ESC specific
annotations, which take the form of predicates over the values of variables. The theo-
rem prover used behind the scenes is the Simplify theorem prover, originally developed
at the Compaq research center [19]. The type of reasoning performed with ESC/Java
can take the form of Hoare triples, invariant assertion, and precondition derivation. The
ESC/Java system presents an interesting application of theorem proving to software ver-
ification, all the while stressing usability. The usability of ESC/Java is further analyzed
in the Section 3.
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1.3 Conclusion

Although theorem proving and model checking appear to be contradictory approaches
to software verification, there has been considerable effort in the past 15 years to in-
corporate model checking and theorem proving [22], [23]. Because theorem provers
and model checkers each provide complementary benefits in terms of automation and
scalability, it is likely that this trend will follow and that model checkers will continue
to be useful on systems or manageable size while theorem provers will be used on large
systems [9].

2 Humans and interactive theorem proving

The undecidability of validity in first order predicate logic implies that automated the-
orem proving using a first order theory cannot be fully automated [24]. In practice,
the theoretical results require that a human must be “in the loop” to derive non-trivial
theorems. The term “interactive theorem proving” is used to denote a theorem proving
system that requires human intervention. The human interacts with the theorem prover
in a variety of ways. First and foremost, the human is responsible for representing and
encoding the problem domain so that useful results can be derived by the proof sys-
tem. While this issue is an important issue, we do not discuss it at length since any
approach to formal verification requires a significant initial investment. This is true in
of approaches based on model checking, theorem proving, or based on some other form
of static analysis. While the initial investment required by theorem proving might ap-
pear larger than for other approaches, there is no empirical evidence to support this
claim. The need to encode the problem domain in the theorem proving system is di-
rectly related to the usability issues of theorem provers and is discussed in the Section
3.

The human plays an important role in a theorem proving system because the human
needs to guide the theorem prover in its search for a proof. The guidance takes the form
of setting intermediate lemmas that should be proved on the way to the final proof [11],
as well as selecting heuristics and strategies at various steps of the proof [20]. Kaufmann
and Moore argue that it is best to think of theorem provers as proof checkers: the user
describes a particular proof and the system checks that it is correct [2]. Furthermore, the
authors relate their experience with developing proofs with the ACL2 theorem prover.
They make an interesting point when discussing situations where they have had diffi-
culty finding a proof; they mention the need to step back from the proof strategy and
to reason intellectually or manually about possible counterexamples. They conclude by
suggesting that if a counterexample cannot be generated, it is highly likely that the fol-
lowed proof strategy may be flawed. Such mathematical thinking is necessary when a
human guides the theorem prover in its search for a proof because the human needs
to decide which intermediate subgoals to set, which lemmas to prove, and which rules
of inference to select in the case of non-determinism [18]. The human operator needs
to decide what needs to be proved and how to prove it. An interactive theorem prov-
ing system is a parallel process between human mathematical reasoning and computer
support for proof checking.
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Moreover, because theorem provers are often used to reason inductively, the the-
orems to be proved need to be formulated as formulas involving mathematical induc-
tion. Formulating the theorems is the responsibility of the theorem prover user and
requires quite a bit of ingenuity [25]. When Kaufmann referred to theorem provers as
proof checkers, he unveiled the need for the human to fully understand the reasoning
steps of the theorem prover. Thinking of theorem provers in this way means that the-
orem provers do not “discover proofs” but help automate and check some of the steps
that would normally be performed manually [18]. This approach to theorem proving is
more realistic because it thinks of theorem provers as proof assistants and provides a
rigorous means for verification. However, a proof assistant is not a “push button” ap-
proach as is the case in model checkers. The human interaction with theorem provers
goes beyond understanding the proof procedure followed by the prover. Once a prover
has successfully derived a proof, the human user needs to gain insight into the derived
proof to ensure that it adequately reflects the desired property. Proofs using theorem
provers can be quite long, spanning hundreds of pages [3]. In order to gain full benefits
from the use of an automated theorem prover, the human needs to fully appreciate the
steps of the proofs and the intermediate lemmas. As Kaufmann eloquently expresses,
“all proofs of commercially interesting theorems completed with mechanical theorem
proving systems have one thing in common: they require a great deal of user expertise
and effort [2].

Theorem provers provide a rigorous and reliable approach to proofs of correctness,
enabling establishing correctness of properties over infinite domains, properties about
complex data structures, and properties of recursive structures, as described in Section
1. However, the approach relies heavily on the expertise and diligence of the human as-
sistant for guidance in deriving a proof as described in this section. The need to involve
a human brings about a set of usability issues which have plagued theorem provers since
their inception [26]. These usability issues are analyzed in the following section.

3 Usability hurdles to widespread adoption of theorem proving

The need to involve a human in the use of a theorem prover places part of the burden
of successful theorem proving on the human. In this section, we analyze the usability
hurdles which need to be overcome for theorem provers to find widespread adoption,
especially in industry. As mentioned in the Section 2, proving meaningful theorems
involves significant user effort and expertise. A hurdle to usability is the size of the
proof systems and the size of the proofs that are being derived using mechanical provers.
As a sample case study, a verification approach conducted at Motorola utilized a proof
system with relevant concepts spanning hundreds of pages [3]. Furthermore, on the
way to the proof of a theorem, it is possible that hundreds and potentially thousands
of lemmas must be proved along the way [11]. In the Motorola case study, the size
of a proof of a meaningful theorem is stated to require 25 megabytes of memory to
print [2]. Since proofs are sequences of textual characters based on derivatives of the
LISP functional language, 25 megabytes of text can easily span a hundred pages. The
size of the proof systems and the size of meaningful proofs are a major usability hurdle,
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but it is generally understood that doing anything meaningful using a theorem prover
requires a high level of complexity and lengthy proofs [11].

A hurdle to usability not related to the size of proofs and proof systems is the lan-
guage used in the reasoning of theorem provers. Most theorem provers use an input and
reasoning language based on the functional language LISP. The reason why LISP is
used stems from the early days of theorem proving when seminal progress was made
using LISP [17]. LISP is a functional language where parentheses abound, function
calls are curried, and operations are often written in prefix notation. The need to un-
derstand hundreds of pages of concepts in the proof system and the need to understand
proofs that could span one hundred pages create a sizable usability hurdle. This hurdle
is exacerbated by the fact that the lengthy proof concepts and proofs are expressed in a
functional language. The use of functional languages in theorem provers has been iden-
tified as a key usability hurdle and various approaches have been suggested to improve
usability [26].

Another hurdle plaguing theorem proving systems is the rampant lack of user in-
terfaces. Since most of the theorem provers are developed in academic laboratories,
the tool support for theorem provers is typically provided in the form of text files and
command-line tools [27]. Because the responsibility of academic research typically fo-
cuses on developing novel theory, it is unlikely that academia will provide commercial
quality tools that meet the needs of industry [28]. Theorem provers such as HOL and
PVS have found traction in industry, and commercial entities have started to develop
appropriate tool support. The situation exposed in [27] has been addressed is still being
addressed today. The efforts have yielded theorem provers with user interfaces to ease
the representation of proof steps, to ease the selection of proof strategies, and to ease
the readability of proofs [29]. The need for better user interfaces will likely be solved
by market demands since commercial quality tools are likely to be developed if there is
enough demand for such tools.

The hurdle of using a LISP-like language and the large number of proof steps for
meaningful proofs is also being addressed in the academic community. The term “ap-
plication specific theorem proving” is used to denote an approach to theorem proving
which is tailored to a special application domain [30]. An application specific theorem
prover attempts to hide the complexities of the input language of the theorem prover
and the detailed steps of proofs. This is achieved by building a high level interface
on top of a general-purpose theorem prover. The high level interface contains an input
language specific to the application domain and a set of proof steps that are also appli-
cation domain specific. For example, the TAME interface was built on top of the PVS
prover to facilitate proofs about Timed Input/Output Automata (TIOA) models [31].
The language of the TAME interface adequately mirrors the language used to write
TIOA models. Furthermore, many of the low-level proofs steps of the PVS prover are
hidden in the TAME interface and appear as a single proof step to the user.

In the context of software verification, the ESC/Java system mentioned in Section
1 is another example of application specific theorem proving. When using ESC/Java,
the user is unaware that the reasoning behind the scenes is performed using the Sim-
plify theorem prover [19]. Interaction with the user is provided in the form of warnings,
which are presented to the user in the form of compiler messages. The user can dismiss



10 Embedded Systems Laboratory Technical Report ESL-TIK-00214

the warnings by adding annotations in the Java source code. In ESC/Java, the proof
guidance is provided through annotations to discard warnings without referring to ax-
ioms or rules of inference. The usability of ESC/Java in light of other theorem proving
systems is surprising because ESC/Java does not require the user to select of under-
stand the underlying proof strategy. The usability is achieved by restricting the types
of proofs that can be performed in ESC/Java which are limited to pre state, post state,
and invariant assertion on simple types without induction. Furthermore, ESC/Java does
not strive for completeness or even for soundness, as explained in [32]. The soundness
and completeness goals were abandoned as a way to increase usability by discharging
numerous proof obligations that require involved human guidance.

Application-specific theorem proving is following a growing trend to “embed” for-
mal verification techniques into compiler technology and to hide formal verification
techniques from the user [9]. So far, the results have been mixed for the TAME inter-
face to PVS [33] but have been promising for restricted systems such as ESC/Java [32].
In the end, since theorem proving systems are really computerized proof assistants
for human manual proofs (and not the other way around), it is unlikely that theorem
provers will ever become readily usable by non-experts. Usability by non-expert can
be achieved for restricted classes of systems like ESC/Java, but probably will not be
achieved for arbitrary proof systems. Furthermore, proofs of correctness about complex
systems are by definition complex and require the users to think mathematically. Con-
sequently, it is unlikely that theorem provers will become a “push button” approach in
the spirit of model checkers.

As D. L. Parnas argues in an opinion paper about formal methods adoption in in-
dustry, software engineers routinely use mathematics in their day to day activities, but
they rarely invent new mathematics [34]. What Parnas referred to is that proofs of cor-
rectness involve creating new mathematics and hence requires a high level of expertise
typically not prevalent in software engineering curriculum. Jonathan Bowen, another
strong supporter of formal methods, supports a similar view, reiterating the opinion that
proofs about complex systems are inherently complex, prompting organization who use
formal methods to keep a “formal methods guru” on hand [35]. While these attitudes do
not bode well for the widespread adoption of theorem provers in software verification
outside of expert groups, the situation does not mean that software will never be correct
or reliable. C.A.R. Hoare, perhaps the most famous adept of formal verification through
mathematical reasoning, argued that there are numerous ways to achieve reliable soft-
ware; formal proofs of correctness represent only one of many possible options on the
road to reliable software [36].
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